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Phenomics: the systematic study of phenotypes 
on a genome-wide scale 

ÅGenotyping is becoming ever higher in throughput and 
lower in cost 

ÅCharacterizing all possible phenotypes making up a 
phenome is far more of a rate- and cost-limiting step 
ïWhich phenotypes?  
ÅMorphological, Behavioral, Physiological 

ïHow detailed? How measured? Automatic vs. Manual? 
ÅGross, tissue, cellular, subcellular ultrastructures 

ïEffect of environment? 

ïStatic or dynamic? 
ÅHow does a phenotype manifest itself over time? Is the "progression" 

or "trajectory" a phenotype in and of itself? 

 

 



Video source: 
http:// www.youtube.com/watch?v=5vwKyWVWt
aA  

Hu N, Yost HJ, Clark EB. 
Anat Rec. 2001 Sep 
1;264(1):1-12. 

Image source: http://zfatlas.psu.edu 

http:// www.youtube.com/watch?v=sKyYP31va
ag 

Physiology Behavior 

http:// www.youtube.com/watch?
v=nXT2cHl_IZY 

The Zebrafish Phenome Project 

Morphology 

http:// web.mit.edu/hopkins/  



For a small organism like larval zebrafish, histological 
phenotyping can be conducted in "high-throughput" 

Source: Sabaliauskas NA, Foutz CA, Mest JR, Budgeon LR, Sidor AT, 
Gershenson W!Σ WƻǎƘƛ {.Σ /ƘŜƴƎ Y/Σ άIƛƎƘ-throughput zebrafish 
ƘƛǎǘƻƭƻƎȅΣέ Methods 2006 Jul;39(3):246-54. 
 



Each (ontology-based) histological phenotype is assigned a semi-
quantitative score indicating the degree of severity compared to wild-

type (0 = normal, 4 = severe) 

Gut ς Shape: Hypertrophy ς 4dpf ς Score: 0 
Gut ς Shape: Variability of Shape ς 4dpf ς Score: 2 
Gut ς Shape: Hypotrophy ς 4dpf ς Score: 1 
Gut ς Structure: Disorganized ς 4dpf ς Score: 1 
Gut ς Structure: Dysplastic ς 4dpf ς Score: 2 
Gut ς Viability: Necrotic ς 4dpf ς Score: 1 
 

Retina ς Shape: Hypertrophy ς 4dpf ς Score: 0 
Retina ς Shape: Variability of Shape ς 4dpf ς Score: 2 
Retina ς Structure: Disorganized ς 4dpf ς Score: 2 
Retina ς Structure: Dysplastic ς 4dpf ς Score: 1 
Retina ς Size: Hypotrophic ς 4dpf ς Score: 1 
 
 

Phenotype descriptions follow a standard entity-
quality (EQ) format, using ZFA and PATO ontologies 



The result: 75 histological phenotypes (across ten organs), 
measured over 4 days, x 97 mutants = 29,100 observations 



The manually scored phenotypes form a 
ground-truth data set for training an 

automatic system for scoring images of 
zebrafish histology, with real potential for 

high throughput phenotyping! 



Demo available online at: 
http://goldbach.cse.psu.edu/shiraz/   

http://goldbach.cse.psu.edu/shiraz/
http://goldbach.cse.psu.edu/shiraz/


Example annotations for selected input images 

Correct = predicted annotation matches recorded ground truth for that mutant (for both the 
phenotype and its relative severity, if applicable) 

Acceptable = predicted annotation matches the ground truth phenotype, but does not match the 
ground truth severity  

Incorrect = predicted annotation does not match ground truth recorded for that mutant 



As a proof of concept, SHIRAZ is at 
least reasonably accurate 

Å Of the top three annotations that are returned to the user, 73 out of 76 
test images (96%) generated at least one correct annotation  

Å This figure improves to 99% (75 out of 76 images) if you count at least one 
acceptable annotation  

Å However, if you only consider the top-ranking predicted annotation, the 
figure drops to 34 out of 76 images (45%) that yielded a correct result 

Å Some improvement (62%, or 47 out of 76 images) if the top-ranking 
annotation is at least acceptable 

Å Compared to other automated image tagging systems (e.g., 
www.alipr.com for general photographic images), this isn't all that bad for 
a "tech demo" 

ïBut like the cast of SNL, the system is "not ready for prime time" 

http://www.alipr.com


Comments on annotation accuracy 
ÅEven if SHIRAZ had a "perfect algorithm" for 

classification, the reliability of the system is only as 
good as that of the ground truth annotations that 
were used in training 
ÅRecognized difficulties with present dataset: 
ïPhenotypes were scored by only one person 
ÅAlthough later self-validated, still ς who's to say that person 

was always right? 

ïScores were recorded aggregately across all specimens 
for a given mutant, rather than being applied to 
individual specimen sections 
ÅIndividual specimens for the same insertional mutant may vary 
ŎƻƴǎƛŘŜǊŀōƭȅ ƛƴ ǘƘŜƛǊ ŀǇǇŜŀǊŀƴŎŜΧ 
ÅΧŀƴŘ Ƴŀȅ ƘŀǾŜ divergent interpretations by multiple observers 

 



Evidence supporting the need for 
annotation at the specimen level 

These are different 5dpf specimens of the same mutant line. 
Would you score all three of these the same way? 



We need "better" ground truth annotations 

ÅEach individual specimen should be scored independently 

ÅScores should be assigned to individual tissue regions, rather 
than the organ as a whole 
ïe.g., "Retina: Variability of Shape" is nonspecific; could mean a number 

of different phenotypes scored at a deeper level of granularity 

ÅThe above will help identify a narrower range of image features 
(shape, color, texture, position, etc.) that are statistically 
enriched within a particular annotation concept (i.e., "class") 

ÅOf course, such detailed phenotypes can take a long time to 
score consistently 

ÅEven controlling for intra-rater variability, one expert can't do it 
alone 

 
 

 

 



Perhaps we could crowdsource the 
image annotations? 

ÅQuintessential example: the "ESP Game" 
ïA crowdsourcing game used for annotating general photographic images 

  

http://www.gwap.com/gwap/gamesPreview/espgame/ 

http://www.gwap.com/gwap/gamesPreview/espgame/


Can we design something like an "ESP game" 
for annotating zebrafish histology images? 



A good programmer never recreates anything 
from scratch if he/she doesn't have to, right? 

Me (in grad school) 
Prof. Luis von Ahn 
(Carnegie Mellon) 

Inventor of reCAPTCHA, the 
ESP Game, and other 

"Games with a Purpose" 

Dear Prof. von Ahn: 
I'd like to build a specialized variant of the 
ESP game for biological images. Not 
looking to steal your thunder ς just need 
an easy, fun way to have multiple people 
tag my images. Do you happen to have an 
API or anything open source that I could 
use as a starting point? 
Sincerely yours, 
Brian Canada   

No 
No, we don't have an API, 
but you're welcome to do 

your own game 

I'm not sure, but I think I 
might have just gotten 

"crowdsourced" 



Correction:  
A good programmer never recreates anything from scratch 

 by himself if he doesn't have to, right? 

Me (in grad school) John Schleicher, 2011 
Penn State honors 

graduate in Comp. Sci. 
& Engr. (now with 

Microsoft) 

Hey there [undergraduate 
ǊŜǎŜŀǊŎƘ ŀǎǎƛǎǘŀƴǘϐ WƻƘƴΧ ǿŀƴǘ 
to help out with my research 
project? It's like writing your 
own video gameτbut better! 

OMG OMG OMG OMG 
OMG OMG OMG OMG 
OMG OMG OMG OMG 

Totally just got 
"crowdsourced" 



The end result: CABERNET 

Initially conceived as a game, in which 
"points" are scored according to how 
closely your phenotype annotations match 
those of other contributors (matching is 
done asynchronously) 



CABERNET: 
Crowdsourcing the Annotation of Bio-images for Education, Retrieval, 

and Network-Enabled Telephenotyping  

ÅCompanion project to SHIRAZ 
Å Images presently supplied from Penn 

State Zebrafish Atlas 
http://zfatlas.psu.edu 

ÅObjectives: 
ïObtain a distribution of scores for the 

same phenotype as scored independently 
by multiple experts 

ïPhenotypes are scored using a controlled 
interface (radio-button) 
ÅRecorded annotations are already ontology-

compliant, ready for import into ZFIN 

ïThe "consensus" score can be used for 
future training of an automated system 
like SHIRAZ 
ÅWhich, in time, can generate reliable 

annotations for import into ZFIN 

19 

http://zfatlas.psu.edu


CABERNET online demo 

http://shiraz.ist.psu.edu/cabernet/ 
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http://shiraz.ist.psu.edu/cabernet/


"That sounds great and all, but how to 
we actually get people to participate?" 
ÅSome mechanisms and incentives that have worked for 

existing crowdsourcing projects 
ïPoints / "High Score" (e.g., ESP Game, FoldIt) 

ï"Money" (Amazon Mechanical Turk) 

ïUnwitting participation (ReCAPTCHA) 

ïDonating spare computing power (World Community Grid) 

ïCompletely unselfish contribution to a worthwhile cause 
(MapMill.org) 

ÅWould the above work for the Zebrafish Phenome 
Project?  
ïThe above projects are accessible to the general public (i.e., 

expert knowledge is generally unnecessary) 



Microattribution: one possible solution? 

ÅDefined as "a small scholarly contribution ascribed to a 
particular author" [Wikipedia] 

ÅA possible incentive for contributing data that has not been 
previously published or reported 

ÅCase Study: The Human Variome Project 
ïA global effort to describe and annotate genetic variation among 

humans 

ïMany novel genetic variants associated with a phenotypic change (or 
no change) have gone unreported 
Å Individual contributions too small to merit a paper or conventionally published 

dataset 

ÅSome journals do not yet require datasets to be published 

ïGiardine et al (Nat Genet, 2011) showed that the microattribution 
approach can incentivize the reporting of such variants, which in turn 
contribute to a valuable online data repository 



Microattribution 
Å The chart shown here (Giardine 

et al, Supplementary Fig. 1) 
indicates the spike in reported 
variants in the globin gene 
network after microattribution 
was implemented in 2010 

Å 232 variants have been 
submitted without having 
previously been published in a 
peer-reviewed journal 

Å Each contribution is recorded 
with a unique ID for the 
contributing researcher 

Å Contributed data are still 
subject to a process of 
evaluation/curation/acceptanc
e 



Microattribution 
Å Unique IDs for "data contributing entities" (from individual researchers to 

international research consortia) might come from www.researcherid.com 

ï Allows instant views of an author's citation metrics 

Other proposed ID systems might include "OpenID" (see 
http://www.gen2phen.org/researcher-identification-
primer/incentivesrewards-scientific-contributions)  

http://www.researcherid.com
http://www.gen2phen.org/researcher-identification-primer/incentivesrewards-scientific-contributions
http://www.gen2phen.org/researcher-identification-primer/incentivesrewards-scientific-contributions
http://www.gen2phen.org/researcher-identification-primer/incentivesrewards-scientific-contributions
http://www.gen2phen.org/researcher-identification-primer/incentivesrewards-scientific-contributions
http://www.gen2phen.org/researcher-identification-primer/incentivesrewards-scientific-contributions
http://www.gen2phen.org/researcher-identification-primer/incentivesrewards-scientific-contributions
http://www.gen2phen.org/researcher-identification-primer/incentivesrewards-scientific-contributions
http://www.gen2phen.org/researcher-identification-primer/incentivesrewards-scientific-contributions
http://www.gen2phen.org/researcher-identification-primer/incentivesrewards-scientific-contributions


Example database for storing contributions: 
HbVar (http://globin.bx.psu.edu)  

ÅPublished and 
unpublished 
variants can be 
viewed in the PSU 
genome browser 

http://globin.bx.psu.edu


Could microattribution work for the 
Zebrafish Phenome Project? 

ÅPossible scenarios 
ïExperts register to use CABERNET to annotate previously uploaded 

images (not necessarily generated by their own labs); each annotation 
gets curated and approved by ZFIN 

ïExperts could register with ZFIN and help with the curation process by 
suggesting more specific (or accurate) entity-quality pairs 

ïResearchers could get microattribution credit for each image they 
upload (even if they don't contribute annotations for that image) 

ï "Referral bonuses" for recruiting qualified experts to contribute 
annotations (almost like a co-authorship credit) 

ÅPotential question to consider 
ïWhich should "count" more heavilyτproviding the original images of a 

mutant produced in your lab, or offering suggested annotations for 
someone else's mutant?  

 



Thank youτI welcome your comments 
and suggestions! 

ÅFor more on SHIRAZ, see our paper: 
ïhttp://bit.ly/shirazpaper 

ÅFor more on CABERNET: 
ïsee our software demo paper in ICBO 

2011:http://icbo.buffalo.edu/ICBO-2011_Proceedings.pdf (pp. 288-
289) 

ïsee John Schleicher's honors 
thesis:http://honors.libraries.psu.edu/theses/approved/WorldWideIn
dex/EHT-625/index.html 

 

ÅEmail me at bcanada@uscb.edu 

ÅThanks to Keith Cheng (Penn State), John Schleicher 
(Microsoft), James Z. Wang (Penn State/NSF), Georgia Thomas 
(now at SUNY Upstate), Tim Cooper (Penn State)   
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